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Abstract
This paper describes simulation experiments with probabilistic consultation
systems, also called expert systems. The aim was to test the relative
performance
of systems with inference algorithms based
on different
assumptions. The approach used was simulation of task generation, knowledge
acquisition, and task solving. The main results found were that a rule value
approach seems to be superior to a goal driven approach, that the use of the
complete Bayes' formula improves the the quality of the task solutions, that
ignorance of statistical dependence among antecedents makes the estimated
probability of the predictions useless as a reliability indicator, but that
models taking the dependencies into account can be designed.
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1. Consultation Systems
The type of consultation systems considered in this paper belong to those
which try to solve classification or diagnostic problems based on uncertain
knowledge. They represent knowledge by probabilistic rules and aim at
expressing conclusions with estimated probabilities
indicating
their
reliability.
We use the following terminology in this paper:
Antecedent: A property which describes a problem by being TRUE or FALSE
and which can be observed.
Cluster: A set of TRUE antecedents which completely describes a problem.
Conclusion: A property describing a solution to a problem and which can
usually not be observed, but has to be derived from the cluster
found. Only one conclusion can be TRUE for each problem.
Incident: A TRUE cluster with a TRUE conclusion. An incident is assumed
to be an expert's description of problem and its conclusion
following a
thorough analysis.
Task; A TRUE cluster to which a conclusion should be predicted.
Solution: A detected TRUE cluster with its predicted conclusion.
In a limited domain, let D={d[l]..d[i]..d[M]} be a set of conclusions,
A={a[l]..a[k]..a[K]} be a set of antecedents, and C={c[l]..c[j]..c[N]} be the
set of all subsets of A, which represent all possible clusters of TRUE
antecedents. The Cartesian product set E=D*C is our sample space for which
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probabilities P(d[l],c[J]) are assigned. The indexes 1,J and k assigned to the
elements in D, C and A will in the following represent any elment in the
respective sets.
From observation, training and experience we may be able to form the following
three sets of rules about the incidents in the domain for:
IF no antecedents have been tested in an incident
THEN P(d[i]) is the probability that the conclusion d[i]=TRUE.

(1.1)

IF dfi]=TRUE is the expert conclusion to an incident
(1-2)
THEN P(a[k]|d[i]) is the probability that the antecedent a[k]=TRUE.
IF d[i]=FALSE is the expert conclusion to an incident
(1-3)
THEN P(a[k]|NOT d[l]) is the probability that the antecedent a[k]=TRUE.
Combined with the comprehensive lists of antecedents and conclusions, these
three rule sets are called the basic knowledge base.
Following some selection algorithm, antecedents are tested one by one until
the detected cluster of TRUE antecedents is considered satisfactory and a
conclusion is predicted with an estimated probability. Usually the most
probable conclusion given the detected cluster, is selected as a prediction.
The conditional probabilities for the conclusions are frequently computed by
reference to Bayes' Theorem and imply repeated application of:
P(d[l]|a[k]):=P(a[k]|d[i])*P(d[i])/
{P(a[k]|d[i])*P(d[i])+P(a[k]|NOT d[i] )*(l-P(d[i] ) }

(1.4)

if a[k] is found to be TRUE, or
P(d[i]|NOT a[k]):={l-P(a[k]|d[i]))*P(d[i])}/

(1.5)

if afk] is found to be FALSE. The computed probabilities become new P(d[i])
after testing of each new antecedent. The denominator in these formulas are,
however, approximations and require knowledge of the rules in the set (1.3)
which may be difficult to learn even from extensive training.
These objections can be met by applying instead the complete formulas:
P(d[i]|a[k]):=P(a[k]|d[i])*P(d[i])/
{SUM [i] P(a[k]|d[i])*P(d[i])}

(1.6)

P(dfi]|NOT a[k]):={l-P(a[k]|d[i]))*P(d[i])}/
{SUM [i] (l-P(a[k]|d[i]))»P(d[i]))}

(1.7)

and

Application of Bayes' formula assumes that the antecedents are statistically
independent, an assumption which will probably be satisfied very seldom in
real life applications. One way to meet this problem is to extend our
knowledge base with the two rule sets to become the advanced knowledge base:
IF d[i]=TRUE is the expert conclusion to an incident
THEN P(c[k]|d[i]) is the probability that the cluster c[k]=TRUE

(1.8)

IF d[i]=FALSE is the expert conclusion
(1.9)
THEN P(c[J]|NOT d[i]) is the probability that the cluster c[J]=TRUE.
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Obviously, obtaining reliable estimates for these rules will require both more
intensive and extensive training. Assuming that the rules exist, only one
cluster will be observed for each Incident and the application of the
following fornula:
P(d[i]|c[k]):=P(c[J]|d[i])*P(d[i])/
(P(c[j]|d[i])*P(d[i])+P(c[j]|NOT d[i])*(l-P(d[i])}.

(1.10)

will Beet the requirements of the Bayes' theorem in these respects.

2. Inference Models
The search for the solution of a task can be approached in several ways. These
are presented as different inference models. Pour of the models used in the
project will be briefly described.
Model 1:
This model is almost identical to a model outlined by Naylor [NAYLOR 1983].
It uses the basic knowledge base (1.!)-(!.3). The prediction is computed using
formulas (1.4) - (1.5). The strategy for selecting antecedents to be examined,
is the rule value approach. According to this strategy, the antecedent which
has maximum uncertainty reduction power is tested. The testing is stopped when
the estimated probability for the most likely prediction will be the greatest
even if the outcome of testing of all remaining antecedents should be in
favour of other predictions. The model is rather complex and requires
considerable computation.
Model 2:

~_

Model 2 employes the same type of knowledge and prediction as Model 1.
However, its selection strategy is related to the backward-chaining of
ordinary rule based systems. It starts with the conclusion which is a priori
the most probable, and continues to test antecedents which will support the
prediction of this conclusion until another conclusion becomes more probable
at which point the remaining antecedents supporting the second conclusion are
tested. The search for antecedents to test continues until all antecedents
related to the currently most probable conclusion are tested. This model is
intuitively easier to understand and requires less computations than the
previous model.
Model 4:
Model 4 is similar to Model 2 except for the computation of probabilities.
Instead of making use of the rules (1.3) and the formulas (1.4) and (1.5),
this model carries out the complete computation according to (1.6) and (1.7).
Model 5:
Model 5 applies the same selection strategy as Model 1. It makes use of
cluster rules of the type (1.8) and (1.9), and bases the computation of the
alternative prediction probabilities on the formula (1.10).
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3. Design of Experiments
The main objectives for the experiments reported here were to investigate
following hypotheses:

the

1) The rule value approach of Model 1 is more efficient than the goal
driven approach of Model 2.
2) The use of the complete Eaves' formula of Model 4 contributes to a
higher quality in the results than the simpler formula of Model 2.
3) The ignorance of statistical dependency among the antecedents results
in serious bias in the estimated prediction probabilities.
4) The introduction of the formula (1.10) in Model 5 will give
probability estimates which can be used as reliability indicators.
To test these hypotheses, a set of simulation experiments was designed.
these experiments the following components were needed:
a.
b.
c.
d.

For -—

Two probabilistic knowledge bases
Two task files which also included the 'true' conclusions
Four implemented inference models
A statistical program

Each experiment included the processing of one task file by means of one
Implemented inference model and one knowledge base. Results for each incident
were filed on one solution file for each experiment and included the predicted
conclusion with estimated probability as well as other performance data, and
with the 'true1 conclusion transferred from the task file. Each solution file
was be summarized by the statistical program.
4. Implementation of the Design
The knowledge base used was a modification of a demonstration base presented
by Naylor [NAYLOR 1983]. Since the point was to have a knowledge base which
could be considered representative for at least a certain class of domains,
not to test the quality of its knowledge, the subject matter of the knowledge
base was hidden. The basic base used had a set of 68 antecedents, 91
conclusions, 520 conditional probability rules for antecedents given the _
occurrence of a specific conclusion, and 520 conditional probability rules for
antecedents given NOT the occurence of a specific conclusion.
Four different computer programs were developed for the experiments. The first
program, GENERATOR, simulates real world generation of tasks within a specific
domain. The simulation model used, was specified by the basic knowledge base.
The program produces files of recorded random incidents including the 'true1
solutions and antecedents according to the model used. GENERATOR was used to
create two task files for the task solution program, and a training file for
the training program. The first task file consisted of 400 recorded incidents
with statistically independent antecedents, the second task file contained 376
recorded incidents with antecedents which were interrelated. The training file
consisted of 2801 incidents with interrelated antecedents.
The second program, ESTIMATOR, simulates the training process of an expert
when she is exposed to a training file. The program used the training file to
produce the advanced knowledge base with cluster antecedent rules. The
training resulted in identification of 518 different cluster antecedents,
and 2*539 conditional probability rules for cluster antecedents.
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The third program, PREDICTOR, Included implementations of several different
inference models. In each experiment, PREDICTOR, by means of the selected
Inference algorithm, predicted the conclusion for each incident in the task
file used. When needed, it tested the task record for the occurence of
antecedents, and recieved the answer YES if the ancedent was recorded in the
respective incident record, and NO if not. When satisfied, PREDICTOR recorded
in a solution file its prediction with probability, the numbers of
antecedents tested and detected, and an index representing the computational
work. The 'true' conclusion was also copied from the task file.
The solution files were processed by means of the fourth program, ANALYZER,
which is a statistical program dedicated to processing of solution files from
PREDICTOR. ANALYZER produced statistical summaries of each solution files.
^- The following experiments are reported here:
Experiment
Experiment
Experiment
Experiment
Experiment

1:
2:
4:
5:
6:

Task
Task
Task
Task
Task

file
file
file
file
file

1
1
1
2
2

processed
processed
processed
processed
processed

by
by
by
by
by

5. Analysis and
The output from
following table.

Model
Model
Model
Model
Model

1
2
4
1
5

algorithm.
algorithm.
algorithm.
algorithm.
algorithm.

Conclusions

the five experiments are summarized and described

in the

TABLE. Summary of results from selected simulations.

Pet. of correctly predicted conclusions
Avg. probability for correct predictions
~ Avg. probability for incorret predictions
Avg. number of tested antecedents
Index of computation load

Experiment:
4
5

1

2

91.8
0.96
0.89
39.9
52.6

74.0
0.95
0.96
10.4

86.3
0.60
0.31
40.8

1.5

3.3

92.6
0.97
0.92
38.9
51.8

6
78.2
0.97
0.21
38.9
54.6

The table shows that the Model 1 rule value algorithm produced about 25* more
correct predictions than the simpler Model 2. Model 1 on the other hand, was
much more expensive requiring testing of about 4 times as many antecedents and
35 times the computational resource compared with Model 2.
Results from Experiment 4 indicate that the use of the complete Hayes1
formulas had three effects. The number of correct predictions increased, a
marked difference between the average probabilities of correct and Incorrect
predictions was Introduced, and the costs increased compared with the results
from Experiment 2.
Finally, experiments 5 and 6 were performed with Model 1 and Model 5 on Task
file 2 with interrelated antecedents. The results indicate that Model 1 found
even more correct predictions in this task file than in Task file 1. It also
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gave
higher probabilities both for correct and incorrect
predictions
indicating that the probabilities have minimal value for guiding the user.
Model 5, however, signalled strong differences between probabilities for
correctly and incorrectly predicted conclusions. Experiment 6 results indicate
that an inference algorithm which takes statistical dependencies among the
antecedents into account, can give probabilities useful for evaluating the
reliability of predictions.
The results can be summarized as:
1) The use of the rule value approach and the complete Bayes' formulas,
both contribute to a higher percentage of correct prediction than the
goal driven approach and the simpler Bayes' formulas,
2) The estimated probabilities are useless for indicating
the
reliability of the prediction if statistical dependency exists among
the antecedents and is ignored in the Inference algorithm,
3)

If rules with conditional probabilities for clusters of
are available, inference models can be designed
prediction probability estimates useful for evaluating
reliability also when statistical dependencies among the
are present.

antecedents
which give
prediction
antecedents
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