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ABSTRACT
The paper specifies a machine learning model for knowledge based
probabilistic consultation systems. The learning requires a training set of examples.
The knowledge learned is represented as probabilistic rules. By means of simulation
techniques, the performance of the learning model is studied and the rules learned
evaluated. The paper indicates that the model specified is able to identify, learn
and represent uncertain knowledge as probabilistic rules which can be successfully
applied in consultation systems.
1. AIMS
Knowledge based consultation systems are usually interactive systems
designed to give advices or conclusions to problems belonging to a limited domain
and based on professional knowledge represented in the system. Such systems have
during the last 10-20 years been studied and implemented for practical applications
in a number of fields. In many practical situations, knowledge is not exact, but
uncertain. One approach taking uncertainty into account in knowledge based systems,
is representing knowledge in terms of probabilistic rules. However, direct acquisition
of knowledge by a knowledge engineer or from from a professional is extremely difficult
when knowledge has to be represented as probabilistic rules.
The reliability of a probabilistic knowledge base is crucial. Usually the reliability
of acquired knowledge will not be known until after a period of practical utilization
and experience with the consultation system by which time it may be concluded that
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resources spent on design of the consultation system and/or its knowledge base have
been lost.
In this paper machine learning from training files with case examples, is studied.
Instead of real life testing of the knowledge learned, the present paper also investigate
simulation experiments as an alternative.
The aims of this paper can be summarized as presentation of:
l)a machine learning model for probabilistic knowledge bases,
2)a simulation approach for evaluating the reliability of the knowledge learned by means
of the model.

P a r t I.
2.LEARNING MODEL
The process of human learning has been studied within the disciplines of
philosophy, psychology, neurology, etc. and more recently, in the discipline of
artificial intelligence. There seems to be no general consensus about how to explain
the process of human learning, and therefore no generally accepted model of learning
exists [SOWA 1984].
In the present context,we are not interested in all aspects of a general theory
of learning, not to mention a general cognitive theory. We are not concerned about
the nature of sensory input or how it is transformed to a representation from which
knowledge can be learned.
Our interest as far as this paper is concerned, is limited to a learning model
which explains how knowledge in a certain domain develops when the learner by
examples is introduced to new information within this field. This at once raises
questions about the meaning of knowledge, information and learning, questions which
have also been extensively discussed without any final resolution.
In this section we approach the problem in an informal and pragmatic way claiming
that knowledge of a person can be modelled as rooted graph the nodes of which represent
concepts and the arcs represent associations between pairs of concepts. There may
be zero or more arcs originating or terminating in a node. Five types of nodes are
distinguished in the model considered: the root node, the domain nodes, the
conclusion nodes, the cluster nodes and the antecedent nodes. A simplified
knowledge graph for the knowledge of a person is illustrated by Figure 2.1.
The root node represents all knowledge known to its owner. It is referred to
as the graph of the teacher's knowledge base. The knowledge base can be divided
in different domains each represented in the graph by a domain node connected to
the root by an arc.
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A domain node represents knowledge within a limited field. It has arcs to
conclusion nodes known within the domain by the owner. Some conclusion nodes may
be shared by several domains, i.e. the same conclusion may be reached by knowledge
from several domains.

Root

Figure 2.1: fl personal knowledge graph

A conclusion node represents a concept corresponding to a decision, advice,
conclusion, solution, diagnosis, class, recommendation, etc known to the owner. A
conclusion node has one or more arcs each terminating in a cluster node.
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Each cluster represents a set of antecedents associated with the respective
conclusion. A cluster node has one or more arcs each terminating in an antecedent node.
Each cluster node represents a distinct set of antecedents.
The antecedent nodes are all terminal nodes in the knowledge graph. They
represent concepts which in the real world are named premises, conditions,
symptoms, descriptors, etc.
An arc represents an association between a pair of concepts in the human
knowlegde. In a graph representing a multi-domain knowledge base, an arc between
the root and a domain node d[l] means that knowledge of the domain d[l] ,is associated
with the knowledge base. The arcs originating in d[l] and ending in conclusion
s[i], can be interpreted as 'the concept s[i] exists within the domain d[l]', while
an arc between s[i] and the cluster node c[i] can be read as 'the cluster concept
c[j] is associated with the conclusion concept s[i]'. Finally an arc between the cluster
node c[j] and the antecedent nodes t[k] should be interpreted as 'the antecedent
concept t[k] is a member of the cluster concept c[j]'.
Each arc of the knowledge graph is characterized by its strength of association
and its observed reliability. In our model the strength is indicated as a probability
estimate,p, and its reliability is indicated by the standard deviation estimate, e,of the
probability estimate. Maximum strength is thus equal to 1, and maximum reliability
is indicated by 0. The strength of an arc from the root to a domain d[l], p ( r , d [ l ] ) ,
is thus indicated by the probability that a case belongs to domain d[l] while
the strength, p(s[i] , c [ j ] ) . Similarly, the strength between a conclusion node s[i]
and a cluster node c[j] is indicated by the probability that the conclusion s[i] is
associated with the cluster c[j]. The reliability of this strength is indicated by the
standard deviation estimate e(s[i] ,c[j]).
An arc with an associated probability equal to 1 indicates an association which
is always true, while larger standard deviation indicate a less reliable association
strength than a smaller standard deviation. The strenghts between a cluster node
c[j] and all the member antecedents of that cluster will always by definition be equal
to 1, while the strength of the associations with the remaining antecedents are all
0. The reliability of these associations are by definition also all equal to 0.
If several domains are considered, conclusions, cluster and/or antecedent nodes
may be shared among domains in the graph representing a human knowledge
base. In multi-domain knowledge bases, the same concept may also in the real world
be known by different names in different domains, and different concepts may share
the same name in two or more different domains. This will create synonym and homonym
problems in a mapping from the real world to the conceptual world considered in
this paper. The solution of these problems in learning will not be discussed in this
paper.
We distinguish between the conceptual knowledge graph of the teacher and the
learner. The knowledge of the teacher is assumed to be the more extensive, and the
aim of the learning is to transfer as much as possible of the knowledge from
the teacher to the learner by means of example case. It seems reasonable to evaluate
a learning process by comparing the knowledge graph of the learner with the
knowledge graph of the teacher before and after the learning process.
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In this paper, we do not study the reliability of the teacher's knowledge, but
assume that the reliability is perfect, or in other words that its standard deviation
estimates of the probabilities can be assumed to be approximately 0.

Root

c[M]

Figure 2.2: ft case graph

We represent the example cases from the teacher to the learner by a sequence
of case graphs from a training set which can be considered a random sample from
the probability distribution of the teacher's knowledge graph.
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A case is described by a specified domain d[l], a conclusion s[i], and a set
c[j] of antecedents which can be represented by a simple graph which we will call
a case graph as illustrated in Figure 2.2.

c[M]

Q

Q t[ K]

Figure 2.3: Joining a case graph to a knowledge graph
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The case graph is a copy of small part of the topology of the teahcer's knowledge
graph and the learning process can be considered as a joining of the case graph to
the learner's knowledge graph and illustrated as in Figure 2.3.
This learning process can be described in the following way:
1) Each association of an example case graph already represented in the knowledge
graph of the learner, reinforces the association by updating the probability estimate
and the standard deviation estimate of the corresponding arc.
1) Each arc of a case graph not present in the knowledge graph of the learner,
represents new knowledge and is represented by expanding the knowledge graph of
the learner by new a new node and arc, and by assigning an initial probability
and standard deviation estimates to the arc.
The model outlined above is related to a number of other learning models. It can
be considered a small relative to the far more sophisticated models in the framework
of Holland a.o. [HOLLAND 1986]. Like their models, ours also is rule based, detects
new concepts and describes rules by strength. However, their generation of new
and refinement of existing,
rules are based on different principles from ours.
The outlined model may also claim a relationship to the neural network models
since our model is storing part of its acquired knowledge as strengths of associations
between the concepts of the knowledge graph while the artificial neural network
models are storing knowledge as strengths of the connections among neurons
[ANDERSON 1987, NORDBOTTEN 1991]. A comparison of learning models for artificial
network models and rule based models has been reported in
another paper
[NORDBOTTEN 1990b].
In the following sections, we shall formalize the outlined learning model
in terms of probabih'ty theory and as a statistical model. For simplicity and
without loss of generality, we shall consider learning within a single domain only.
3. STATISTICAL MODEL
3.1 Probability model
The teacher's knowledge base model is defined in the following way. Let
S={s[l]. .s[L]} and T = {t[l]. .t[N]} be the sets of conclusion and antecedent
concepts, respectively, in a knowledge base. C={c[l]. .c[M]} is the set of all subsets
of T, while U=S*C is the Cartesian product set with elements <s[i] ,c[j]>. Each
element in U represents an association between a conclusion concept and a cluster
concept. The strength of the association is expressed with the probability for the
cluster to appear with the conclusion. We assume that probabilities are assigned to
each element of U such that:
(3.1)

0=< P ( s [ i ] , c [ j ] ) ) < = l ,

for i=l..L, j = l . . M
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Let X(c[j] , t [ k ] ) , j = l . . M and k = l . . N , be a matrix with element values 1 or 0
defining the membership of antecedents in each cluster.
The marginal probabilities for s[i], c[j] and t[k] are:

(3.2)

P(s[i])=SUM[j]

P(c[j])=SUM[i]P(s[i],cU]),
P(t[k])=SUM[j] P ( c [ j ] ) * X ( c [ j ] , t [ k ] ) ,

fork=l..N.

and the conditional probabilities are:

(3.3)

P(c[j]|s[i])=P(s[i],c[j])/P(s[i]),

fori=l..L, j=l..M.

P(t[k]|s[i])=SUM[j]P(c[j]|s[i])*X(t[k],c[j]]),

fori=l..L,k=l..N.

The conditional probabilities (3.3) play a particular role in probabilistic
knowledge based systems to which questions "if so - then what?" and
"if NOT
so - then what" are frequently asked. The probabilities corresponding to the
latter questions are the conditional complementary probabilities:

(3.4)

P ( c [ j ] | N O T s [ i ] ) = {P(c[j])-P(c[j],s[i])}/{l-P(s[i])},
P(t[k]|NOTs[i]) = {P(t[k])-P(t[k],s[i])}/{l-P(s[i]},

for i=l. .L,j=l . .M.
for j = l . . M , i = l . . N .

It should be noted that this knowledge model is postulated as the teacher's
knowledge, and used as a basis for generating training cases and as a comparison
basis for the results of the learning process.

3.2 Sampling model
We now turn to the learner's knowledge model and the learning. Let the set
U of the teacher's knowledge model be our sample space with L*M elements each
corresponding to a conceptual case graph. We assume that a random sample of cases
from this space has been generated by the teacher based on the probability
distribution defined in the previous section.
We assume that the learner initially has no knowledge in the domain, in other
words no arc originates in the domain node. One by one the cases of the training sample
is presented to the learner and the learner's knowledge graph is gradually expanded
with new concepts, arcs, estimated probabilities and frequencies and updated with
new probability estimates and frequencies.
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Let f ( s [ i ] , c [ j ] ) denote the frequencies of the different arcs in the sample.
Note that the frequency, f ( s [ i ] ) of a conclusion node can be computed as SUMfj]
f(s[i] ,c[j] ) , and similarly the cluster node frequency, f ( c [ j ] ) is equal to SUM[i]
f(s[i] , c [ j ] ) . The frequency between the nodes s[j] and t [ k ] , f ( s [ i ] ,t[k] ) , can be
computed as SUM[j] f(s[i] ,c[j])*X(c[j] , t [ k ] ) and the node frequency f ( t [ k ] ) as SUM[i]
f [ s [ i ] , t [ k ] ) . We then have:
(3.5)

SUM[i] f ( s [ i ] ) = n .
SUMfj] f ( c [ j ] ) = n .

where n is the number of cases in the training set.
The marginal probabilities estimates are:

(3.6)

p(s[i])=f(s[i])/n,

fori=l..L,

j=l..M.

and the conditional probability estimates:

(3.7)

p(c[j]|s[i])=f(s[i],c[j])/f(s[i]),

for i = l . . L , j = l . . M .

p(t[k]|s[i])=SUM[j]p(c[j]|s[l])*X(t[k],c[j]) )

fori=l..L,k=l..N.

and:

(3.8)

p ( c [ j ] | N O T s[i]) = { p ( c [ i ] ) - p ( c [ j ] , s [ i ] ) } / { l - p ( s [ i ] ) } ,

for i=l . .L,j=l . .M.

p(t[k]|NOTs[i]) = { P (t[k])-p(s[i]),t[k])}/{l-p(s[i]},

for i=l..L,k=l..N.

The random variation of statistical estimates are commonly indicated by the
standard deviations of the estimates. These can also be estimated from the sample. The
estimates of the standard deviations for the node probability estimates are:
(3.9)

e(p(s[i]))=sqrt{p(s[i])*(l-p(s[i])/(n-l)},

fori=l..L.

e(p(c[i]))=sqrt{p(c[j])*(l-p(ctj])/(n-l)},

for j = l . . M .

e(p(t[k]))=sqrt{p(t[k])*(l-p(t[k])/(n-l)},

for k = l . . N .

The estimates for standard deviations of the conditional probability estimates

are:
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(3.10)

e(p(c[j]|s[i]))=sqrt{p(c[j]|s[i])*(l-p(e[j]|s[i])/(f(s[i])-l)},
for i=l. .1,j=l..M.

for i = l . . L , k = l . .N.

(3.11)

e(p(c[j]|NOTs[i]))=sqrt{p(c[j]|NOTs[i])*
(l-p(c[j]|NOTs[i])/(n-f(s[i])-l)},

for 1=1..L, j = l . . M .

e ( p ( t [ k ] |NOTs[i]))=sqrt{p(t[k] |NOTs[i])*

.)},

for i=l. .L, k=l. .N.

We will use the standard deviation estimates as measures of the reliability
of the probability estimates. This measure has the important property of being
computable from the knowledge learned itself, but they are also estimates and may
be inprecise because of random variations.
3.3 Inference model
The probability estimates from the sampling model are used in conjunction with
an inference model to compute probabilities for conclusions when information
on one or more antecedents are known. Without any information about the existence
of the different antecedents, the best conclusion is assumed to be that which
has the marginal probability estimate with the highest value.
Let t [ k ] be an antecedent on which information has been obtained about its
existence in the problem. By means of Bayes' theorem this information can be taken
advantage of. The conclusion probability estimates can then be updated by
3.12

p(s[i]|t[k])=p(t[k]|s[i])*p(s[i])/p(t[k])

fori=l..L.

and similarly, if information has been obtained that the antecedent t [ k ] does NOT exist,
the conclusion probabilities are:
3.13

p(s[i]|NOT t[k]) = (l-p(t[k]|s[i])*p(s[i])/(l-p(t[k]) )

for i=l..L.

The above formulas may be used recursively if information on several
antecedents has been obtained. Recursive use of the formulas, however, assumes that
the antecedents are statistically independent. The main objection against this inference
model is that the above assumtion is false in most real domains. The consequence
of ignoring statistical dependence among antecedents is an exaggeration of the updated
estimates for the conclusion probabilities.
To avoid the problem of statistical dependency among antecedents, clusters
are introduced.
Instead of using the above Bayes' formulas recursively on
conditional antecedent probability estimates, conditional cluster
probabilitty
estimates are used only once in recomputing the conclusion probabilities:
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Let f ( s [ i ] , c [ j ] ) denote the frequencies of the different arcs in the sample.
Note that the frequency, f(s[i]) of a conclusion node can be computed as SUM[j]
f(s[i] , c [ j ] ) , and similarly the cluster node frequency, f ( c [ j ] ) is equal to SUM[i]
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(3.5)

SUMfi] f ( s [ i ] ) = n .
SUM[j] f ( c [ j ] ) = n .

where n is the number of cases in the training set.
The marginal probabilities estimates are:

(3.6)

p(s[i])=f(s[i])/n,

fori=l..L,

j=l..M.

and the conditional probability estimates:

(3.7)

p(c[j]|s[i])=f(s[i],c[j])/f(s[i]),

for i = l . . L , j = l . . M.

p(t[k]|s[i])=SUM[j]p(c[j]|s[i])*X(t[k],c[j]),

fori=l..L,k=l..N.

and:

(3.8)

p ( c [ j ] | N O T s[i]) = { P ( c [ j ] ) - P ( c [ j ] , s [ i ] ) } / { l - p ( s [ i ] ) } ,

for i=l . .L,j=l. .M.

p(t[k]|NOTs[i]) = {p(t[k])-p(s[i]),t[k])}/{l-p(s[i]},

for i=l. .L,k=l. .N.

The random variation of statistical estimates are commonly indicated by the
standard deviations of the estimates. These can also be estimated from the sample. The
estimates of the standard deviations for the node probability estimates are:
(3.9)

e(p(s[i]))=sqrt{p(s[i])*(l-p(s[i])/(n-l)},

fori=l..L.

e(p(cH]))=sqrt{p(c[j])*(l-p(c[j])/(n-l)},

for j = l . . M .

e(p(t[k]))=sqrt{p(t[k])*(l-p(t[k])/(n-l)},

for k = l . . N .

The estimates for standard deviations of the conditional probability estimates

are:
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3.14

p(s[i])|c[j])=p(c[j]|s[i])*p(s[i])/p(c[j])

fori=l..L.

where the cluster c[j] corresponds to the antecedents for which information about
their existence has been obtained. The price for avoiding the independency
problem is the use of cluster probability estimates with greater standard deviations
because of a smaller number of observations.
The statistical model outlined above is closely related to statistical theories
of classification and clustering, and many of the problems discussed have been
thouroughly treated from a statistical point of view [DUDA AND HART 1973, HARTIGAN
1975].

4. IMPLEMENTATION
We have used a computer sofware system, EXPERIMENTOR, for experimenting
with knowledge based models [NORDBOTTEN 1990a]. This system consists of four
related modules, GENERATOR, ESTIMATOR, PREDICTOR and ANALYZER which
togather form an environment for experimenting with machine learning and exploitation
of knowledge bases in inference processes. The environment is focused on
probabilistic knowledge systems.
GENERATOR requires access to an initial knowledge base assumed to reflect
the real world. From this initial knowledge base we can obtain events represented as
cases completely described with antecedents and true conclusions. It is designed
to generate case files for training and testing consultation systems. In the present
study, GENERATOR was used to generate sets of training cases used for machine
learning, and a set of test cases used for testing the trained system.
ESTIMATOR includes an implementation of the learning model specified in the
previous sections. It was used in the present study for simulating the learning
of new concepts and associations between conclusions, clusters and antecedents
training files generated by GENERATOR.
PREDICTOR is composed of a set of implemented probabilistic inference models
which can work with different knowledge bases. Two of the inference models were
used for evaluating performance of the knowledge bases learned by ESTIMATOR.
Finally, ANALYZER is a simple reporting module which was used for
summarizing comparisons between the knowledge bases learned by the machine and
the teacher's knowledge base, and comparisons between the inference results
obtained by using the knowledge bases learned by the machine and the teacher's
knowledge base.
The knowledge bases are composed by as rules of the following types:
(4.1)

IF a case is within domain d[l]
THEN s[i] is a conclusion in the domain
with a probability p ( s [ i ] ) .

192

(4.2)

IF the conclusion of a case is s[i]
THEN c[j] is an associated cluster
with a probability p(c[j] |s[i]).

(4.3)

IF the conclusion of a case is s[i]
THEN t[k] is an associated simple antecedent
with a probability p(t[k] |s[i]).

and the complementary rules:
(4.4)

IF the conclusion of a case is NOT s[i]
THEN t[k] is an associated simple antecedent
with a probability p(t[k]|NOT s[i])

The knowledge bases learned by ESTIMATOR can be used by probabilistic
inference models which will typically use the Bayes' Theorem to invert the rules
from conditional probabilities for antecedents and clusters
to conditional
probabilities for conclusions given clusters or sets of antecedents.
Two inference models, Model 1 and Model 2, are used for the experiments
reported in this paper. Model 1 was prposed by C.Naylor [NAYLOR 1983]. In brief,
Model 1, when presented with a case problem, requests information about simple
antecedents in a sequence determined by their current expected discriminative effect
on the estimated probabilities of alternative conclusions. Based on the recieved
information about an antecedent, all estimates of conclusion probabilities are updated.
The request for information about antecedents continues until the probability estimate
of a final conclusion exceeds the estimates for any other conclusion with a
predefined difference even if all remaining unknown antecedents do not support the
final conclusion. If this condition is not satisfied information about additional
antecedents is requested until all information about all antecedents has been
obtained.
Requesting information about antecedents by Model 2 proceeds in different way.
It starts by identifying the conclusion with the highest probability estimate.
Information is then requested for the antecedent which has the highest probability
estimate for being true given that the conclusion is true. The conclusion probability
estimates are recomputed by means of Bayes formula and information requested for the
most probable antecedent associated with the currently most probable conclusion.
This process is repeated until the probability of the most probable conclusion
exceeds a preset limit, or information about all antecedents is obtained.
In Model 2, restricted use of rules can also be introduced. Two alternative
types of restrictions are used in the experiments:
1) only rules with probabilities having a coefficient of variation below a predetermined
value are considered, or
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2) only rules with probabilities based on a number of observations above a certain
integer are used.
Neither of two models used in the experiments reported in the present paper
tests the cluster rules learned. The preformance of models based on cluster rules
was described in other papers [NORDBOTTEN 1989, NORDBOTTEN 1990b].

P a r t II
5. EXPERIMENTS
5 .1 Outline of experiments
The aims of this study were to investigate the performance of the specified
model for learning probabilistic knowledge bases, and evaluate their reliability when
used by the inference models described in the previous section.
The following

conditions were required for the experimentation:

1) A knowledge base with characteristics representative for a domain should be available
as a teacher's base.
2) Representative example cases each recorded with teacher's conclusion and
antecedents, should be available for the study and evaluation of the learning process.
3) An independent test set of representative case problems for a final tests of the
knowledge bases learned when embedded in consultation systems.
4) Implementations of the machine learning and inference models.
5) Methods for comparing two knowledge bases learned with the teacher's knowledge
base, and for evaluating the results from processing the testset by the inference
models and the knowledge bases learned.
The original knowledge base used was introduced by Naylor [NAILOR 1983], and
modified by the author. This knowledge base did not include any clusters or cluster
rules needed for the present study. From this knowledge base a case set, with 6400
cases was therefore generated by means of GENERATOR. This set was used to
simulate the teacher's learning of the knowledge base including clusters and cluster
rules.
The teacher's knowledge base was then used by GENERATOR as the reference base
and to obtain independent case samples of different sizes. From each sample a
knowledge base was learned by means of ESTIMATOR.
Each of the knowledge bases learned was compared with the teacher's base by
means of ANALYZER, and the ability of the model to learn from training sets of
different sizes was evaluated.
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An independent test sample of case records was also generated by
GENERATOR from the teacher's knowledge base to act as a set of test cases for the
different knowledge bases learned. These test cases were processed by each of the
two inference models described above using each of the knowledge bases learned. The
results were compared with the teacher's conclusions and evaluated by ANALYZER.

5.2 Teacher's knowledge base
The teacher's knowledge base was derived from the initial base by learning
from 6400 cases generated at random. The main characteristics of the teacher's base
are:
64 conclusions
848 cluster antecedents
62 simple antecedents
898 cluster/conclusion rules
360 simple antecedent/conclusion rules
352 simple NOT antecedent/conclusion rules
There are in average 14 clusters per conclusion. Most cluster appears in
association only one conclusion. Each conclusion is associated with an average of 5.6
simple antecedents, while an antecedent is in average a member of 13 clusters.
5.3 Generation of case records
To study how fast and accurately the model in ESTIMATOR could learn from
the teacher's knowledge base, samples of 100, 200, 400, 800, 1600 and 3200 cases
were generated as training files from the teacher's knowledge base, by GENERATOR
The additional test case sample was generated with 400 cases..
Generation can be conceived as a process of two steps:
1) For each case to be generated, a conclusion, s[i], was drawn randomly using the
apriori conclusion probability distribution of the teacher's knowledge base,
2) For each antecedent, t[k], associated with the selected conclusion, a random
number was drawn. If this number was less or equal to the conditional probability
P ( t [ k ] | s [ i ] ) , the antecedent was included in the case.
5.4 Principles for evaluation
The 6 training files were used to develop 6 knowledge bases denoted by S100,
S200, S400, S800, S1600 and S3200. According to the aims of the investigation, we
were particularly interested in:
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1) How fast does ESTIMATOR learn concepts and rules?
2) How does the reliability of the knowledge bases learned by ESTIMATOR change with
the size of the training set.
3) How does each of the knowledge bases learned perform in consultation systems,
when presented with the test set of cases?

5.4.1 Learning concepts and rules
To answer the first question, we computed the following statistics for each
of the six knowledge bases learned in comparison with the teacher's base.
The percentage of:
1)
2)
3)
4)
5)

conclusion concepts learned,
cluster concepts learned,
antecedent concepts learned,
conclusion-cluster rules learned,
conclusion-antecedent rules learned,

5.4.2 Reliability of rules learned
In a real life situation the probabilities of the teacher's knowledge base may
not be available. We will therefore need a set of reliability indicators which can
be derived from the knowledge bases learned themselves. For this purpose we
estimated the average standard deviation for the respective probability estimates in:
6)
7)
8)
9)

conclusion rules
cluster antecedent rules
simple antecedent rules
simple antecedent NOT rules

5.4.3 Performance of knowledge bases learned
The ultimate test of a knowledge base learned, is its performance when used
in a problem solving consultation system. Consultation systems, based on the two
inference models outlined above and the six generated knowledge bases, were used to
predict the conclusions of the set of test cases, T400.
The inference Model 1 consultation system was used to study the results of
intensive and unrestricted use of the generated knowledge bases compared with the
more simple and less intensive Model 2 consultation system. The performance and
comparison were measured in terms of the percentages of:
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10) correctly predicted conclusions,
11) incorrectly predicted conclusions,
12) unpredicted conclusions.
for each knowledge base learned. The conclusions from the teacher's knowledge base
as recorded in the test case set were considered correct. When the system was unable
to predict a conclusion satisfying the requirements, the test case was considered
unpredicted. The remaining cases were considered incorrectly predicted.
To investigate the effects of using unreliable knowledge, the restricted Model
2 consultation system with two alternative restrictions was used. The first type of
restriction was in terms of the coefficient of variation, the ratio between the standard
deviation estimate and the respective probability estimate. We rejected any rule with
a coefficient of variation greater than 0.3 for the rule probability estimate. In other
words, we required all rules we wanted to use in the predicition process to satisfy
the same minimum relative reliability. This implied more observations were required
for accepting a rule with a low valued probability estimate than for accepting a rule
including a probability estimate near 1.
The alternative restriction was to use only rules with probability estimates
based on at least a minimum number of observations. This meant we did not require
the same absolute reliability for rules with low probabilities as for rules with probability
values near 1. The justification for this is that rules with low probability, are
of less practical importance compared with strong rules in predictions. In our study
we used a lower limit of 10 observations for probability estimates in rules which were
used.
The results of the restricted use of the knowledge bases were also reported
in terms of the above measures 14. - 16.

6. PERFORMANCE EVALUATION
6.1 Detection of concepts and development of rules
The six samples were all processed by ESTIMATOR and the main results are
summarized in Table 6.1. Notice that the reported numbers of cases generated in
four of the training files were less than the predetermined sample sizes. During
the generation of the samples, some of the cases were generated without any
antecedents because of there was a certain probability for an empty cluster. These
were interpreted as dummy problems without any specifications. Since these cases
did not contribute to the knowledge about the conclusion-antecedent associations,
they were ignored and the experiments were based on the number of cases which
were generated with antecedents and from which knowledge can be obtained.
The number of conclusions learned increased from about 52 pet. in the sample
of 100 cases to 88 pet. in the sample of 3200. As can be expected, the system learned
the frequently occurring conclusions fast. To learn about the rare,and difficult,
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TABLE

6.1.

PERCENTAGE OF CONCEPTS RULES LEARNED

Sample
id.

Sample
size

No. of
cases

Percentage of
Anteced. learned

Conclu- Rules learned
rated
sions
•
Simple Cluster learned Simple Clusters
.1
I
I.

S100
S200
S400
S800
S1600
S3200

100
200
400
800

100
199
400
798

1600
3200

1591
3192

80.6
88.7
90.3
95.2
98.4
95.2

8.2
14.1
20.6
31.0
47.3
67.6

51.6
62.5
60.9
79.7
89.1
87.5

43.3
56.4
58.1
78.3
86.9
85.0

8.1
14.1
20.7
31.0
47.2
67.9

conclusions and associations takes a larger number of cases. We note that the training
file with 1600 cases produced higher results than that of 3200 cases. This is an effect
of the random variations.
ESTIMATOR identified simple antecedents much faster than conclusions which
was also anticipated because of the higher frequency of the former concepts. Already
a random sample of 100 cases included about 80 pet. of all antecedents.
The
identification of the remaining antecedents was, however, slow and at the sample
size of 3200 cases, the percentage of detected antecedents had increased to
95 pet. This slower learning rate can be explained by the rare conclusions
associated with special antecedents not occurring with the more frequent conclusions.
When considering the number of rules between conclusions and simple
antecedents, it was found that about 43 pet. of all rules in the teacher's base were
learned from the sample of 100 cases and 85 pet. from the sample of 3200. From the
sample of 1600 cases more simple rules were learned than the sample of 3200. The
reason is random variation and a number of rules with low probabilities. We may
therefore expect that a further improvement will be slow.
The number of clusters concepts learned increased from about 8 pet. to 67 pet.
comparing the learning from the 100 and the 3200 case training sets with the teacher's
knowledge base.
The number of rules learned for the clusters increased in parallel with the
number of cluster concepts learned also from 8 pet. in the 100 case sample up to 68
pet. in the 3200 case sample. The explanation is that very few clusters occur in
association with more than one conclusion.
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used with the S100 base. However, when used with the S200 base produced more than
80 pot. correct predictions. It is interesting to note that with this model, knowledge
bases from a greater training file did not give any significantly
better results
assuming a teacher's base like ours. The characteristics of the inference algorithm
in most cases force the system to produce predictions of which about 20 pet. were
incorrect in our experiments.
TABLE 6.3 PERFORMANCE OF THE UNRESTRICTED
KNOWLEDGE BASES
Sample
id.

Sample
size

Pet. of correct,incorrect and undecided
predictions runs of Model 1 and Model 2.
Model 1

S100
S200
S400
S800
S1600
S3200

100
200
400
800
1600
3200

Model 2 (p=.9)

C.Pr.

I.Pr. U.Pr C.Pr. I.Pr. U.Pr.
.1
I

3 ,25
82 25
76 ,00
80 ,75
78, 50
83, 75

0 ,00 96.75 55 ,00
17 75
0.00 57 25
23 ,75 0.25 52 .25
19 ,25
0.00 59 25
21 50 0.00 60, 25
16, 25
0.00 60. 50

25. 25
23. 25
23.50
20. 00
18. 75
18.50

19.75
19.75
24.25
20.75
21.00
21.00

Model 2, which is a much less intensive model, gave results from about 55 pet.
correct prediction when combined with S100, but it never managed to provide much
more than 60 pet. correct conclusions even when more 'learned 1 knowledge basis where
applied. This model produced lower results in terms of correct predictions, and it is
on level with Model 1 in terms of incorrect predictions. In other words, the relative
number of cases in which the model was unable to predict was about 20 pet. for all
knowledge bases.
To study the effect of how unreliable knowledge may influence the number of
incorrect conclusions, restricted use of the knowledge was tested. The test results
of restricted use of the rules in the knowledge bases to those with a minimum reliability
is shown in Table 6 . 4 . The results of restricting the use of unreliable knowledge gave
in general fewer correct predictions than maximum use of information. Used with the
S100 base and a coefficient of variation < = 0 . 3 , the model was unable to make predictions
at all. With the S200 base, the percentage of correct predictions was as low as 15 pet.
increasing to about 48 pet. with the use of the S3200 base. The benefit from restricting
the use of less reliable rules was, however, a lower number of incorrect predictions
varying from about 5 pet. to 15 pet.
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TABLE 6.4 PERFORMANCE OF THE RESTRICTED KNOWLEDGE BASE
Sample
id.

Sample Percentage of correct, incorrect and unsize
decided predictions of Model 2 runs.(p=0.9)
Rules with q<=.3 |

Rules with >=10 obs

C.Pr. I.Pr. U.Pr. C.Pr. I.Pr. U.Pr.
I
S100
S200
S400
S800
S1600
S3200

100
200
400
800
1600
3200

0.00 0.00
14 .75
5.25
14 .75
7.00
41 .75 14.75
48 .00 15.50
47 .75 16.25

100.0
80.00
78.25
43.50
36.50
36.00

11 .00
1 .75 87 .25
32 .50
9 .25 58 .25
37 .25 16 .75 46 .00
47 .25 18 ,00 34 .75
56 .25 18 ,00 25 .75
59 .25 17 ,75 23 .00

The second method of restricting the use of unreliable knowledge is to limit the
use of rules to those with probabilities derived from observations equal or greater
in number than 10. Such restricted use of knowledge learned gave results similar
to the restriction by a maximum coefficient of variation, but with higher number
of correct as well as incorrect predictions. Both restrictions gave results which
approach the results of the unrestricted use of knowledge from S3200 because the
restricitons became less important when the size of the training file grew and the rules
became more reliable.
The performance experiments show that even with a small knowledge base trained
by a few hundred examples from our teacher's base, an intensive consultation system
can give very good results. If a high penalty has to be paid for incorrect
conclusions, restricted use of unreliable knowledge should be considered if the
training file was small.

7. CONCLUSIONS
Bearing in mind that our results are depending on the representativity of the teacher's
knowledge base, the main results of our investigations are:
1) Statistical models for machine learning of probabilistic knowledge bases from records
of task solving examples, can be formulated, implemented, and be a practical
alternative to the difficult task of transforming the informal knowledge of experts
acquired by interviewing,
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2) The performance of a machine learning model can be studied and evaluated by means
of simulation experiments,
3) Objective measures of reliability can be derived directly from the knowledge
base itself and be considered before, and not after, the base is used in real task
solving service.
4) The performance of a knowledge base used by consultation systems,
evaluated by testing it against a training file of cases.

can

be

5) Knowledge bases learned by machines from a few hundred examples can provide
useful results. The number of unprecise predictions can be reduced by restricting the
use of rules in knowledge bases to those satisfying some minimum reliability measures
at the cost of a lower number of correct predictions.
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